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Abstract—The Internet has transformed how people interact and transact day-to-day activities in less than a single human generation. The rate of this transformation will only increase with the on-going innovations in mobile networks and devices. However, a limiting factor of adoption of innovation is the concern about Internet security. Thus, for the continuation of the transformative function of the Internet it is critical that Internet security itself is transformed to play a facilitating role from its current limiting role. Even as the current Internet evolves to a more secure future Internet several trends we see today will likely remain. One of them is the “arms race” between attacker and defender in cyberspace. We describe a new spiral in such an arms race in the current Internet, namely, DDoS attacks originating from botnets and their mitigation in large provider networks using BGP flow specification, a new, dynamic, real-time traffic filtering capability described in RFC 5575.
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I.  Introduction 

     Given the known vulnerabilities and current attack trends in the Internet there are calls for either a “clean slate” or an “evolutionary” approach to a more secure future Internet [1]. Regardless of the actual path to a more secure Internet, several fundamentals concerning security will likely remain: The level of security will have to be balanced against the cost and performance impact of providing such security. Security best practice will be layered: user devices, applications, communication protocols, service provider networks, application servers and systems will each have a role to play in security. The “arms race” between attacker and defender will continue to exist and evolve. 

   One such “arms race” is Distributed Denial of Service (DDoS) attacks in the Internet and their mitigation. This arms race has entered a new spiral with DDoS attacks being launched by “botnets”. Border Gateway Protocol Flow Specification (BGP FS) [2], a new capability for provider-class routers, shows much promise in mitigating these attacks. Although BGP FS functionality is well-understood and has been studied in lab environments, issues relating to its adoption in large provider networks have not been addressed. We discuss key advantages of BGP FS as a DDoS mitigation tool and suggest a new mitigation scheme. Also, we discuss necessary conditions for its wide adoption and a practical path for its initial adoption. 
The rest of this paper is organized as follows: We describe DDoS attacks, their evolution and current DDoS mitigation practice in provider networks in the next section. In Section III, we describe BGP FS functionality and how it enables new mitigation schemes in provider networks. We, also, describe a new mitigation scheme and a laboratory experiment using BGP FS. In Section IV, we give conclusions and discuss how botnets may react to wide deployment of BGP FS. Also, we outline some future research directions anticipating this reaction.
II. Evoloution of ddos attacks
A. Brief History
DDoS attacks in the Internet have been known for over a decade (see [3], [4], [5]). A feature of these early attacks is that they are launched by a computer that mimics a multitude of computers. This is achieved by randomizing the source IP address of the attack traffic. A classic example of such a DDoS attack is the “syn” flood where the victim’s system begins allocating resources to initial TCP “syn” packets that never complete the “3-way” handshake and, thus, run out of resources [6]. A defense against this attack is to use “syn cookies” which exposes the bogus TCP “syn” requests from the attacker. 
B. Enter the Botnets

The “syn cookie” defense exploits the fact that the attack is launched by software that does not implement a real TCP stack. What if the attacker launches the “syn” flood attack from a multitude of computers having real TCP stacks? Here, the “syn cookie” defense would not be effective. Moreover, each computer could be programmed to send attack traffic that remains within “normal” thresholds making attack detection based on rate thresholds ineffective. This exemplifies the latest phase of DDoS attacks on the Internet where attacks are launched from botnets – armies of compromised computers and other networked devices controlled by a malicious attacker. Botnets with several hundred thousand “bots” generating several gigabits per second of attack traffic have been reported (see [7], [8], [9], [10], [11]).

Emergence of botnet-originated DDoS attacks signals a new spiral in this arms race. Large volumes of attack traffic originating from a large number of bots having full TCP/IP protocol stacks are hallmarks of these attacks. It is critical for provider networks to have mitigation schemes in place to defend against these attacks. Such mitigation is essential to defend against attacks that flood the network links between provider and customer. (By a provider network we mean a large Internet Service Provider (ISP) network and customers are the service provider’s corporate customers.)
III. ddos mitigation and bgp flow specification
A. DDOS Mitigation in Provider Networks

     The initial phase of DDoS mitigation is detection of attacks. Providers detect attacks by a variety of means that range from anomaly detection systems that use cflowd data (“netflow” data in Cisco Systems’ parlance) to phone calls from customers reporting anomalous situations.  

     There are generally two mitigation options. The basic option is to black-hole, i.e. drop, the traffic using a technique known as BGP-triggered remote black-hole filtering [12] which drops traffic destined to the protected IP address at the edge routers, i.e. entry points of the provider network. Since all traffic, including legitimate traffic, is dropped this method is used only to save CPU cycles and link bandwidth on shared customer infrastructure. 

The other option is to divert all traffic destined to the protected IP address to a “scrubbing” system. The scrubbing system separates legitimate traffic from attack traffic using a combination of statistical techniques and proprietary algorithms. The detected attack traffic is dropped and the other traffic is re-routed back to its original destination using tunnels across the provider network. 

These methods have to be extended to mitigate against application layer DDoS attacks which are designed to disrupt specific applications running on customer servers.  Mitigation of such attacks requires regular expressions to be added to the scrubbers to match either the legitimate traffic or the attack traffic.

A variety of manual adjustments to scrubbing are common during attacks: Once the customer is able to recover and provide services, there is an immediate desire to provide guaranteed service to certain important consumers of the service, as well as, business partners of the customer, while the attack is on-going. This is achieved by creating “white lists” of source IP addresses whose traffic is made to by-pass the scrubbing since it is known to be legitimate. Similarly, known botnet source IP addresses can be “black listed”, i.e. traffic from these sources can be dropped without being sent through the scrubber. The overall scrubbing system must be carefully managed since changes can easily cause routing loops involving the protected IP addresses. 

B. Limitations of Current Mitigation Methods
     During an attack, both legitimate and attack traffic destined to the protected IP address is rerouted across the provider network to the scrubbing complex. In a very large volume attack, this can cause congestion in other parts of the provider network. Rerouting legitimate traffic from the scrubbing complexes back to the original destination is achieved by preconfigured tunnels which complicate troubleshooting and require maintenance when customer connectivity changes. The failure of a single link in the tunnel can result in legitimate traffic being caught in a routing loop. Furthermore, a coordinated defense among several providers against a massive DDoS attack targeting customers of multiple providers is difficult. This is a critical gap in the defense capability in “cyber warfare” involving state players.
C. BGP Flow Specification
     BGP Flow Specification (BGP FS) described in RFC 5575 [2] and targeted for IETF standardization is a new set of router capabilities which can provide the defense capability in this new spiral of the Internet arms race. BGP FS allows remote, dynamic filtering of traffic within a given Autonomous System (AS) or among several AS by exchanging traffic filtering information via BGP (see [13] for details on BGP). BGP FS allows selecting traffic flows based on various IP header field combinations including source and destination IP address and UDP/TCP port numbers. (A flow is a collection of IP packets having common source, destination IP addresses and source, destination UDP/TCP ports.)  In addition to dropping, the specification defines other actions on the selected flows such as routing to a specific virtual routing and forwarding (vrf) instance [14], changing IP precedence or DSCP values [15], rate-limiting and sampling. For example, traffic destined to a given IP address sourced from a particular IP subnet with source UDP port in a specific range can be selected and dropped via BGP FS. This can be achieved quickly, even in large provider networks by injecting the Flow Specification into a BGP route-reflector which propagates it to all the edge routers of the network (see [13] for route-reflector details).
D. Advantages of BGP FS as a mitigation tool
The key advantages that BGP FS provides as a mitigation tool in a provider network are the following: (a) Dynamic, real-time traffic filtering and other actions such as rerouting, DSCP remarking, without manipulating routing tables (b) Traffic filtering based on IP header fields not limited to destination IP address. These key enablers make it possible to deploy flexible mitigation schemes in large provider networks, and, also, allow for a practical, automated method for coordinated, multi-provider response to massive attacks. Although BGP is used for both routing updates and flow specifications, the intent of a BGP FS update is fundamentally different from that of a routing update. This disambiguation of routing and filtering in BGP FS is very helpful in DDoS mitigation. 
E. Distributed Scrubbing Architecture and BGP FS Control Systems
To take full advantage of BGP FS as a DDoS mitigation tool, we propose a distributed scrubbing architecture where multiple scrubbing systems are deployed at the edge nodes of the provider network. To gain an overall view of the traffic each local scrubbing system communicates with a central BGP FS control system. (A BGP FS control system is, essentially, an application that runs the BGP protocol and exchanges flow specification updates while blocking routing and other BGP updates. It should have an interface that allows a user to create flow specifications, as well as, choose a subset of received flow specifications to be injected into the network. Typically, in large networks, a BGP FS control system would be a BGP peer of a route-reflector of the provider network. (BGP FS control systems are not described in [2].) In addition, the BGP FS control system receives cflowd updates, traffic-related snmp information and other relevant information such as network topology and routing tables. This system presents a network-wide view of traffic to a human operator. During the initial stage of the DDoS attacks, all traffic destined to the protected IP address under attack is rerouted to the local scrubbing systems from the co-located edge routers. The edge routers receive BGP FS updates from the BGP FS control system via route-reflectors of the network (see Fig. 1). Furthermore, the corresponding return traffic flows from the protected IP address of the end-system can also be rerouted via the local scrubbing system using BGP FS. As the scrubbing system distinguishes the attack traffic, it is dropped at the ERs and only traffic that has yet to be categorized as valid or attack is rerouted through the scrubbing system. (An http server is an example of an end-system. Typically, the end system is connected to a customer router which in turn is connected to a PE router of the provider network. For simplicity, end systems and customer routers are not shown in Fig. 1.) 

Special-purpose Deep Packet Inspection (DPI) applications can also be deployed at the edge of the provider network to examine both the forward and return traffic during attacks. This scheme results in a type of feedback loop: Passing the traffic to be examined through these applications could result in more BGP Flow Specifications, potentially, both drop and reroute types, which in turn generate more BGP FS, etc., homing in on the attack traffic and the valid traffic until the two can be separated with a high level of confidence. The ability to examine both directions of traffic is a novel capability enabled by BGP FS, and it should prove a valuable tool for detecting the clients eliciting “abnormal” responses from the end-system. It could also be a faster means of identifying valid clients.
The distributed scrubbing architecture is also suited for mitigating massive flooding DDoS attacks due to its distributed nature where attack traffic is examined at the edge of the provider network. (Reference [8] describes a massive attack that had to be mitigated using a distributed strategy among multiple providers.) Thus, the “collateral congestion” of rerouting potentially large volumes of attack traffic to a central scrubbing system is absent. These multiple advantages outweigh the additional cost of multiple scrubbing systems and the complexity of their coordination from a central BGP FS control system.


Figure 1. A distributed DDoS scrubbing architecture: A simplified provider network with Provider Edge routers (PEs), a Core Router (CR), and a Route-Reflector (RR) are shown. The PEs and the BGP FS control system are BGP clients of the RR. The FS control system gets updates of valid and attack traffic from the scrubbing system. When a customer is under attack, initially, all traffic destined to the customer IP address is rerouted via the scrubbing/DPI application by a flow spec rule injected by the FS control system into the ERs via the RR.
F. QoS-based white lists

There are several other advantages to this mitigation scheme: When an attack is detected, traffic from pre-known valid source IP addresses can be immediately given an IP precedence or a DSCP value that maps to a higher priority traffic class while all other traffic flows to the protected IP address could be given an IP precedence or a DSCP value mapping to a “best effort” traffic class. (These traffic classes and their guaranteed bandwidth can be pre-provisioned on the edge routers.) This results in a QoS-based white list. Thus, if the attack causes congestion on the link between the edge router and the customer router, the white listed traffic has a better chance of reaching the customer servers without being dropped due to congestion. As other clients are detected to be valid, their flows are also given the high priority IP precedence or DSCP values by BGP FS. Compared to indiscriminate rate-limiting of traffic yet-to-be identified as “attack” traffic, this scheme is better since it optimizes the allocation of available bandwidth among traffic flows known to be valid and “yet-to-be” validated. This scheme can be expanded to accommodate several traffic classes such as tcp valid, tcp unknown, udp valid, udp unknown, etc., according to any IP header criteria that can be matched via BGP FS. 
We implemented this QoS-based white listing scheme in the lab. (The lab setup is shown in Fig.2.) We used a mix of Juniper M120 and m7i routers as gateway routers (GW), provider edge routers (PE), core routers (CR) and a route-reflector (RR). All links were gigabit Ethernet. The core router to PE link—the thick line in Fig. 2—is a Link Aggregate Group (LAG) of two one-gigabit Ethernet links appearing as a single layer-3 interface. This allows us to cause congestion on the PE to server link simulating a flooding attack on the server. On the PE router, two traffic classes—a priority class and a best-effort class—were configured with 30% link bandwidth on the PE-server link reserved for priority traffic. 


Figure 2. Lab setup: Gateway Router (GW), Provider Edge (PE), Core Router (CR), and Route-Reflector (RR) are a mix of Juniper Networks M120 and M7i routers.

The peak valid client traffic rate was about 200 Mbps. We simulated a BGP FS control function on an application server. For simplicity we used a script running on the application server to directly configure the route-reflector with BGP Flow Specification updates. (In a real network, the BGP FS control system would BGP-peer with the route-reflectors of the network and send the operator-selected BGP Flow Specification updates via BGP to route-reflectors.) 

The QoS-based white listing was tested as follows: We caused congestion on the PE to server link by sending a large amount of attack traffic mixed with valid client traffic. The attack traffic consisted of UDP packets sent to an IP address on the switch shown in Fig. 2. (This limits the impact of the attack to congestion on the PE-server link since attack traffic does not consume server resources. We wanted to quantify the effectiveness of the scheme to mitigate congestion.) 

Two ports on the traffic generator were configured as http clients and an http server. Two other traffic generator ports generated the attack traffic. The clients connected to the server and exchanged data and then disconnected. This was done repeatedly from several client sources. Each test lasted two minutes. After the two minute period we noted the number of successful http connections as reported on the traffic generator. To implement the white list of valid clients we used a BGP Flow Specification to select the flows of known valid source IP addresses and changed the DSCP marking of the packets to the value corresponding to the high priority traffic class.

To quantify the effect of congestion we used the number of successful connections during a two minute period when there is no congestion as a baseline. During the simulated attack, the number of successful connections is reported as a percentage of this baseline value (see Fig. 3). We increased the amount of attack traffic so that the total traffic exceeded the link bandwidth from 120% to 140% and measured the number of successful connections. Then, at 140% over subscription, we white-listed the valid client source IP addresses and measured the number of successful connections. 
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Figure 3. Graph shows number of successful connections during flooding attack as a percentage of the number of successful connections before the attack. The fourth bar where the number of successful connections reaches the same level as before the attack shows the effectiveness of QoS-based white listing.
The first three bars of Fig. 3 show the percent of successful connections decreasing with increasing congestion before white listing. The last bar of the figure shows that at the highest congestion rate of 140% oversubscription, QoS-based white listing the known valid source IP addresses achieves the same successful connection rate as when there is no congestion. The experiment shows the effectiveness of this dynamic QoS-based white listing scheme to mitigate congestion during a flooding attack. 

G. BGP FS exchange between provider networks
To realize the full potential of BGP FS as a DDoS mitigation tool, flow specifications should be propagated among multiple provider networks during attacks so that the attack traffic is dropped as close to its origin as possible. Since BGP FS uses BGP to propagate its matching and corresponding action information, security issues of BGP have a direct bearing on the exchange of BGP FS updates between networks. When BGP updates are received in a provider network from outside, currently, there is no efficient way to verify the origin and the authenticity of the information except in very simple inter-network topologies. The information is only as secure as the AS with the weakest security posture through which the message has traversed. Without proper security mechanisms BGP FS itself can be exploited to cause DDoS attacks. Thus, an acceptable BGP FS update exchanged between providers should have the following minimum security characteristics: (a) In the flow selection portion, the BGP FS should include a destination IP address or subnet. (b) The BGP FS should be originated by the owner of the IP address or subnet in (a) or by its delegated provider. (c) The received BGP FS should be unaltered in transit from the originator to the receiver. (d) (b) and (c) should be independently verifiable in the receiving network. 
When exchanging BGP FS updates between networks, it is prudent to use a BGP FS control systems for mediating the exchange. Use of a BGP FS control system provides two important capabilities: (a) A simple security model for ensuring the integrity of the BGP FS. (b) Essential operator oversight and override functions. Thus, BGP FS should be injected into a provider network only through the provider’s BGP FS control system. 
A BGP FS control system has advantages in customer networks as well. Some application layer DDoS attacks are easier to detect at the end-system in the customer network. In such cases, a customer FS control system could send flow specifications indicating attack flows to be dropped to the provider network FS control system (see Fig. 4). Such BGP sessions should be protected using MD5 hashes [16] (or the newer TCP AOs [17]) which authenticate the BGP peers and guarantees that BGP updates are not modified in transit. Additionally, the provider FS control system needs to verify that each received FS relates to an IP destination belonging to the FS originating customer, thus, satisfying conditions (a), (b) and (c) above. By using a customer FS control system that directly peers with the provider FS control system, the customer is able to reap the benefits of BGP FS even without having to install routers that are FS-capable. Such permutations of routing and filtering are easily accommodated due to the separation of filtering and routing in BGP FS. Also, the QoS-based white listing scheme discussed previously can be implemented by pre-configuring traffic classes on the PE router connecting to the customer network. The flows of valid clients to be given priority can be sent from the customer BGP FS control system to the provider BGP FS control system.

Figure 4. Customer BGP FS control system sends attack flows to be dropped to the provider BGP FS control system. The attack flows are dropped at the provider gateway routers (GW). The customer router (CR) and the firewall router (FW) do not have to be BGP FS-capable.

IV. Conclusions
We discussed how BGP FS allows for novel ways of mitigating DDoS attacks originated by botnets and introduced a new distributed scrubbing architecture, and the concepts of a BGP FS control system and QoS-based white lists. The greatest advantage of BGP FS as a mitigation tool is its potential for collaborative action among multiple providers against large scale botnet-originated DDoS attacks. For this to become a reality, wide-scale, multi-vendor implementation of BGP FS and provider experience in its use are needed. Use of BGP FS control systems for exchanging FS updates among provider networks enables deploying BGP FS avoiding security issues in BGP routing [18]. It also further separates routing and traffic filtering management in the provider network.
A. Outlook

How would botnets react to a wide-scale deployment of BGP FS in the Internet? It is likely that botnets would evolve in two general directions: scale and stealth. As the number of bots in a botnet increases, the number of flow specifications that are needed to drop the discovered attack traffic increases. This would tax routers since they have to act on a large number of flow specifications. On the other hand, by using application layer DDoS attacks botnets can become hard to detect without monitoring the end-systems under attack.
By using filtering mechanisms in layer two switches that act on BGP FS information without participating in BGP peering, the burden of acting on a large number of flow specifications can be distributed among routers and layer two switches in the provider network. For example, switches could “snoop” BGP FS messages that flow through them and perform the action indicated in the flow specification when matching traffic is seen. To detect application layer attacks, efficient monitoring of end-systems using tools on the end-system that exchange information with network-based monitoring need to be used. These should prove to be valuable applied research areas in network security in the on-going arms race on the Internet.
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